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ABSTRACT 
 
In this paper we discuss an algorithm for generating the ground surface model (digital surface model) from point 
clouds generated from terrestrial (ground based, side scan) LIDAR systems.  The algorithm separates the point cloud 
into two separate classes: ground and non-ground, through a variety of processing steps. The point cloud 
representing the ground is then converted into a ground surface.  The resultant ground surface has high fidelity, 
displays features such as curbs and can be used for generating realistic 3D models. We have applied the algorithm to 
a variety of data-sets that were generated from both stationary as well as continuously moving side-scan LIDAR 
systems and were able to extract excellent ground surface models. In our review of published research for feature 
extraction from side-scan LIDAR, we believe ours is the first instance of applying algorithms for the extraction of a 
ground surface model from a side-scan LIDAR point cloud.  Apart from the usefulness for 3D modeling of urban 
environments, the extracted ground surface/points can be used for co-registration of the terrestrial LIDAR point 
cloud to a point cloud generated from an airborne LIDAR sensor. 
 
 

INTRODUCTION 
 

Airborne LIDAR technology has been available for almost a decade and has been used to obtain highly accurate 
elevation data of earth features. Airborne LIDAR is collected by flying an aerial vehicle with a LIDAR sensor over 
the target area.  This technology has allowed for extremely accurate estimation of ground and cultural features 
including the bare-earth model, the normalized digital surface model (elevation model), building footprints and 
geometry as well as information about forests and trees.  As the data is acquired from an airborne vehicle, this 
technology allows for the capture of elevation information for large areas in a short time (estimated 1,000 sq. km in 
12 hours – Optech product literature for the ALTM system). Commercial software applications such as Visual 
Learning Systems, Inc. (VLS) LIDAR Analyst® have increased the popularity of LIDAR data by putting the 
capability of automatically extracting features from this data in the hands of the end users.  The uniqueness of 
LIDAR Analyst is its ability to ingest elevation data in multiple formats and extract features automatically from 
them without user intervention or information about the sensor equipment. This ability frees the end-user from 
having to worry about the format of his data and concentrate on final deliverables of his project. 

Terrestrial LIDAR, also known as side-scan or vehicular LIDAR, is so-called because it is mounted on a ground 
based-vehicle and range data is captured with the sensor pointed sideways, while the vehicle is driven around the 
target environment.  Side-scan LIDAR technology has been available for almost as long as airborne LIDAR 
technology; however, is has only been recently that the collection of “pedestrian view” 3D features for use in a 
geographic information system (GIS) was a priority. 
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Figure 1. Terrestrial LIDAR acquisition equipment (3D Model Generation for Cities Using Aerial Photographs and 

Ground Level Laser Scans, Christian Frueh and Avideh Zakhor,2001). 
 

 
Figure 2. Terrestrial Laser Scanner (Efficient Integration Of Aerial And Terrestrial Laser Data For Virtual City 

Modeling Using Lasermaps, Jan Böhm, Norbert Haala, 2005). 
 

Companies such as Riegel have been producing tripod mounted LIDAR scanners which have been used in a 
wide variety of fields such as archaeology, mining and geology (Robert Kayen et al, 2006).  This approach is a static 
method for capturing range information (at most allowing for the rotation of the sensor around a stationary axis), and 
has had limited use, especially in the field of GIS. In the past few years many different organizations have 
experimented with placing these side-facing LIDAR sensor on moving vehicles to capture information about the 
sides of ground features.  One of the most actively researched areas has been for military operations where these 
sensors are mounted on trucks or robots and driven through urban environments to get 3D information about the 
theatre into which people may be deployed. 

One immediate advantage of this technology is that it allows for the capture of the side profiles of buildings, 
trees and other ground level information, which has been traditionally outside the view-shed of aerial sensors.  In 
addition, as the sensor is much closer to the target, a higher density of range data can be acquired with a 
corresponding increased accuracy of measurement.  For example terrestrial LIDAR sensors have an accuracy and 
point spacing of 6 centimeters (cm), contrasted with typical aerial LIDAR accuracy of 12 cm and a point spacing of 
50 cm.  The terrestrial LIDAR sensors produce so much information in the point cloud, that there are currently no 
commercially available software systems that can extract features from this data-set. Also, all existing experimental 
systems currently use raw data from the sensor to do feature extraction and so work with only propriety systems and 
cannot be used with data extracted with other systems. Research in this nascent field has typically been directed at 
fusing aerial and terrestrial LIDAR data for extraction of specific features (A. Iavarone, D. Vagners) and (Jan Böhm, 
Norbert Haala, 2005).  
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In this paper we look at the problem of estimating the bare-earth or ground space surface from terrestrial 
LIDAR data alone. We discuss a methodology to extract the bare-earth model, independent of the type of sensor or 
the raw data and relies only on the x,y,z data from any side-scan LIDAR system. In addition the algorithm models 
the ground surface preserving details in the data such as curbs, sidewalk edges, etc. that occur in the view-shed of 
the sensor, as well as accurately estimating the bare-earth model in areas that were in the shadow of the sensor.  Our 
approach represents the first algorithm that can extract bare-earth from any terrestrial LIDAR data source. 
 
 

OVERVIEW 
 

LIDAR Analyst implements an extremely accurate bare-earth extraction algorithm, where the extracted bare-
earth has an RMSE error of 12 cm (Blundell et al., 2006).  Other algorithms such as virtual deforestation, de-spike, 
block minimum and iterative linear prediction have also been developed for bare-earth model estimation (R. A. 
Haugerud et al, 2001). All of these algorithms rely on horizontal characteristics of the data, such as slope, aspect, 
and other localized filters and methods to extract the bare-earth surface.  These algorithms cannot be applied to the 
terrestrial LIDAR point cloud, as it contains information about horizontal as well as vertical features (walls, sides of 
cars, trees, etc).  In addition, bare-earth extraction algorithms for aerial LIDAR data have to remove points 
belonging to non-ground objects from a 360° field of points. It is for this reason that these algorithms invariably fail 
when applied on terrestrial LIDAR data, as points are only available in front of objects and never behind them. 

Occlusions are the biggest problem for feature extraction from terrestrial LIDAR data-sets. With aerial LIDAR 
data, trees are the greatest cause of occlusions, but because of the nature of LIDAR, one can expect at least a few 
points to penetrate the canopy.  Most algorithms can then fill in the holes in the data using some form of 
interpolation using points that occurred around that hole.  With terrestrial LIDAR data, occlusions are caused by any 
free-standing object that comes in the path of the laser.  Thus holes are caused in the data due to trees, humans, 
poles, etc. In order to fill in the hole caused by these occlusions, one cannot simply interpolate using all the points 
that surround that point.  An example of this problem is where a car is parked along the curb.  One gets ground 
points all the way up to the car, behind the car there exists no elevation data – effectively a hole in the data.  If one 
were to interpolate the elevation values using all the neighboring points to the hole, one might erroneously pick 
points from the car, which would have a higher elevation than the ground. It is for this reason that given a terrestrial 
LIDAR point cloud, one needs to be able to quickly segment the points into two classes: ground points and non-
ground points. Once the points are classified into these two classes, we can then apply an interpolation algorithm to 
generate the ground surface model.  

 
 

DATA 
 

All LIDAR scanners capture more information than just the basic 3-tuple of x, y and z.  Typically the collection 
will also include information about the intensity, angle of laser ray from the horizontal as well as vertical axis and 
this data is normally stored in the order it was captured.  Using this information, it becomes much easier to extract 
features from terrestrial LIDAR data. However, we desired to extract features from an unordered point cloud, made 
up of only the basic triplet data of (x, y, z) points.  The challenges of extracting features from an unordered set of 
points is that, the algorithm cannot leverage information about the look angle of the sensor, nor can it make 
assumptions of the data based on the order that its found in the file. Thus it becomes important to be able to extract 
characteristics of the environment locally as well as globally and to be able to define and classify points for the 
purpose of ground surface extraction. 

The data used for this project was acquired using 2 Sick 2D lasers mounted on truck at 90° to each other. Data 
is collected while the truck is in normal motion through urban city streets. In addition, we also used a point cloud 
derived from a stationary horizontal LIDAR scanner. 
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IMPLEMENTATION 
 

Classification of Points into Ground and Non-Ground Classes 
Two different approaches for segmenting the data into ground and non-ground classes were implemented.  

Ground points are those that occur on the ground, and include points that occur on the road, curbs, driveways, etc: 
These are the points that would belong to the bare-earth in a traditional aerial LIDAR data-set.  Non-ground points 
are all the other points that normally belong to walls, vehicles, trees and other objects. 
 
Approach 1 

In the first approach, the point cloud is projected onto a 2 dimensional plane that is parallel to the x-y axis (i.e, a 
plane parallel to the ground). The plane is divided into square cells, the dimensions of which can be chosen 
depending upon the accuracy requirements and processing speed for the extraction.  In practice, we found that the 
most accurate results occurred when the dimensions were chosen as the horizontal point spacing of the point cloud.  
Each cell then gets assigned all those points that fall within it.  In addition we compute different statistics of the 
points that fall within each cell, computing the count, as well as the minimum, maximum and standard deviation of 
the elevation values for each of these cells. Thus each cell represents a vertical column of data. We can then classify 
each cell and all its points as belonging to the ground or non-ground class based upon relationships between the cells 
statistics.  For example, a cell with a low bin normally belongs to the ground class.  A cell with a large bin value and 
a large deviation between the minimum and maximum values is normally caused by a linear feature such as a wall.  
The classified cells are then merged with their neighboring cells based upon the relationship of cell-statistics. 
 

 
Figure 3. The bin image and inset shows a close-up of a small region. 

 
The biggest problem of using just the cell classification is that hanging points are hard to classify.  Hanging 

points are those that occur at a considerable distance from the ground and are not directly connected to the ground.  
For example, an overhanging sloping roof will have a low count value and its minimum and maximum might not 
differ very much, leading to a traditional classification of ground.  To overcome this problem, we first classify each 
cell (and all its points) as belonging to horizontal, vertical and unclassified surfaces (where ground, horizontal and 
sloping roofs become part of horizontal surfaces; walls and vehicles become part of vertical surfaces and points in 
mid air, normally caused by trees are classed into unclassified surfaces). The cells are then merged based upon their 
classification and vertical distance to each other. 

This algorithm works best when the scanning of the environment is done with vertically aligned scan lines that 
have a small distance between each scan line.  Thus this algorithm works best with laser scanners that are stationary 
during the capture of range data.  As the scan lines begin to angle away from the vertical axis, and the distance 



MAPPS/ASPRS 2006 Fall Conference  
November 6 – 10, 2006 * San Antonio, Texas 

between scans starts to vary, this algorithm begins to loose its accuracy.  One reason for this is that the cells no 
longer represent a proper vertical column of data. 
 
Approach 2 

The second approach uses local spatial characteristics of the point cloud to classify the points into the 2 classes 
of ground and non-ground.  Neighboring points from a terrestrial LIDAR system show minimal variance in the z-
direction. The only place that one expects this rule to fail is at the interface of a horizontal and vertical object (such 
as the point at which ground and a wall meet). Thus this algorithm tries to find those regions that have a low 
variance in height and are spatially correlated.  The point cloud is again broken into cells of equal sizes. Each cell is 
considerably larger than the horizontal point spacing. The minimum elevation value is then found for each of these 
cells.  These cells represent a local region in the point cloud.  A modified minimum filter is then run on these cells 
iteratively. The result is a rough estimate of the ground surface which we then use to classify points as belonging to 
ground or not.  

 
Figure 4.  Estimate of the ground surface after running the modified min filter for 8 iterations. 

 
Points are then classified as ground if they fall within a certain threshold distance of the blocks estimate of the 

ground surface.  Because this method iteratively grows the ground regions, its ground estimate is very good in those 
regions that contain points from the ground and works very well to fill in holes in the data. As the initial ground 
estimate is robust, the classification of points into ground and non-ground classes also is very accurate.  This method 
accurately captures points along the vertical edge of the curb as belonging to the ground and does not have trouble 
distinguishing between horizontal surfaces belonging to vehicles and buildings from the ground surface. The only 
problem with this method is that points close to the ground tend to get classified as ground even though they may 
belong to other objects. For example a small portion of tires from vehicles get classified as ground as they reside so 
close to the ground. We found this algorithm to not only be robust in its classification (classifying more than 90% of 
the ground points correctly and less than 10% incorrectly as ground), but also very fast, taking about 5 minutes of 
processing time on a standard PC. 
 
Generating the Ground Surface 

Traditionally, interpolation is used to generate the ground surface from elevation samples. The choice of the 
interpolator and the characteristics of the data play an important role in the final accuracy of the interpolated ground 
surface. We have found that for regularly sampled data-sets with very few holes, which are normally of a small size, 
a distance based interpolator does a good job of estimating the ground surface. For data-sets containing large holes, 
a multidimensional spatial interpolator provides a better surface estimate and one such interpolator is the regularized 
spline tension interpolator (Mitasova, H., J. Hofierka, 1993). 

Secondly, we found that commercially available spatial interpolation algorithms could not be used directly to 
generate a skin for the entire point cloud.  The reason for this is that all of these interpolators work in 2D and hence 
look at distances between points only in the X-Y plane. For example, a point on the ground along a wall would end 
up using almost all the points from the wall, which have a short distance from it in the x-y plane, instead of using 
only the nearest set of points.  In addition, all of these interpolators work well only when they have points spread out 
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in all directions. With a terrestrial LIDAR point cloud, very often holes occur at the end of the data-set, requiring the 
algorithm to fill in the hole, even though points might not occur on one or more sides of that hole.  As our goal was 
to generate a ground surface, the first problem (where interpolators were computing only distances in the x-y plane) 
did not affect us, as we had already removed all the points that occurred on vertical surfaces.  We used four 
interpolators to generate the ground surface estimate. 
 
Inverse Distance Weighted (IDW) Interpolation 

This algorithm estimates the Z value by a weighted average of the surrounding regions using the following 
formula. 
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The IDW interpolator ran the fastest, but gave the least accurate results. The ground surface was very good in 
those areas that had a high density of points, and small holes were filed well. Artifacts occurred when the holes to 
fill were large or occurred along the boundary of the data-set: these regions had spines crossing them, similar to a 
hip-gabled roof. 

 
Figure 5.  Ground surface results from IDW. (2d view on the left, and 3d close up view on the right, shows 

problems with hole filling) 
 
Spline Interpolation 

Spline interpolation algorithms are global interpolation schemes which take into account all the points in order 
to estimate a smooth surface. As such they are much slower than local interpolation methods such as IDW. They 
have also been adapted to work on local regions that are subsequently merged smoothly to produce a continuous 
global estimate. Although this saves time they are still slow as they have to minimize an energy parameter related to 
the surface and it involves matrix operations.  

The spline interpolator was the slowest to run on our data-sets. In areas of high point density, its ground surface 
was similar to the IDW interpolated surface. The spline interpolator filled holes large and small better than the IDW 
interpolator; however, the spline interpolators’ surface was unacceptable when it attempted to fill holes that occurred 
along the boundary of the data-set. 
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TINNING 
The surface generated from a triangular irregular network (TIN) was the most artificial looking of all the ground 

surfaces generated.  The surface was extremely smooth in very local regions and was filled with small pyramids 
which are a result of generating the surface from triangular planes.  TINNING filled holes in the data-set better than 
both the IDW and Spline interpolators. The filling of holes was much better along the boundaries of the data-set and 
had little or no artifacts. Generating the surface using TINNING was faster than the Spline Interpolator, but slower 
than the IDW interpolator. 

 
Natural Neighbor 

The advantage of using a natural neighbor interpolation algorithm is that it produces a C1 surface that is 
everywhere continuous except at the sample points. It is similar to the IDW where the interpolated Z value is 
obtained by the weighted average of the surrounding Z values. The weights however, are determined by an area 
stealing approach on a voronoi tessellation of the point cloud, unlike the IDW (Boissonnat et al. 2000). The surface 
generated by using the natural neighbor algorithm gave us the best results in terms of accuracy. The ground surface 
had high detail and holes that occurred along the boundary of the data-set were also filled without any artifacts.  In 
terms of time, the natural neighbor algorithm was slower than both the IDW and TINNING algorithms, but faster 
than the Spline interpolator. In our opinion, the natural neighbor algorithm will generate the best ground surface 
estimate regardless of the characteristics of the data-set and provides the best accuracy to time tradeoff. 

 

 
Figure 6. Terrestrial point cloud data. 

 

 
Figure 7.  Ground surface model extracted using the natural neighbor approach for the terrestrial lidar data shown in 

the previous figure. 
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CONCLUSIONS 
 
In this paper we have discussed two different algorithms developed for quickly classifying ground and non-

ground points regardless of the type of terrestrial LIDAR sensor that produced the data.  The algorithms are robust 
and generic in that they work with only an (x,y,z) tuple point cloud.  The iterative approach ensures that points 
belonging to the ground will eventually be classified.  Once the ground and non-ground points have been classified, 
one can work on extracting other features such as cars, trees, building facades etc. from the non-ground point cloud. 
Removing the ground points also speeds up the time of execution for feature extraction. Finally, we believe that the 
extraction of ground surfaces from aerial and terrestrial LIDAR data, will allow us to co-register the two point 
clouds quickly and accurately (as the problem will change from finding the best way to match points from the two 
point clouds, to the matching of two DEM rasters). Once, the point clouds have been quickly registered using the 
bare-earth DEMs, further refinement can be done using the points themselves. 
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